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Humanoid robots possess the potential to solve complex problems across diverse environments, such as
nuclear-contaminated zones, epidemic-affected areas, and extraterrestrial missions. However, a humanoid
robot is an inherently complex system that integrates multiple disciplines, including perception, mechanical
design, materials science, and motion control, each of which requires comprehensive and in-depth
investigation. Among these aspects, motion control plays a crucial role, as it directly determines the robot's
motion accuracy, stability, and flexibility. In recent years, with the rapid evolution of graphics-processing-
unit-based parallel computing and high-fidelity simulation environments, various deep-reinforcement-
learning (DRL)-based approaches have been proposed to achieve precise and robust motion control due to
its flexibility and adaptability in uncertain and dynamic environments. However, the inherent complexity and
uncertainty of real-world tasks pose substantial challenges when designing effective reward functions for
DRL agents. Most current methods typically rely on manually engineered or externally tuned reward signals
and therefore require considerable domain expertise, associated with considerable human efforts and along
convergence time; these issues may even trigger mission failure. This work proposes an automatic reward
learning method to derive reward functions for DRL in humanoid robot locomotion control. Specifically, a
bilevel optimization framework is developed to enable automatic reward learning during policy learning. The
reward learning mechanism in the upper level adaptively constructs and optimizes the reward function. The
DRL framework in the lower level learns the locomotion control policy using the learned reward function.
Three sets of experiments are conducted to verify the effectiveness of the proposed approach: training
soft actor-critic and proximal policy optimization agents in MuJoCo environments, training the proximal
policy optimization agent in a humanoid robot environment built with Isaac Lab, and transferring the agent
to the real-world Unitree G1 humanoid robot through sim-to-real. The experimental results demonstrate
that the proposed automatic reward learning method substantially improves learning efficiency and
achieves superior performance to manually designed reward functions in both simulation and real-world
deployment. By enhancing the success rate of transferring control policies from simulation to real-world
humanoid robots, this approach provides a promising pathway toward accelerating the deployment of
stable and adaptive humanoid robots in practical applications.

Introduction complex locomotion and tasks in diverse environments, includ-

ing traversing rugged terrains [6-9] and carrying heavy loads
Benefiting from their form and joint architecture modeled on [10,11]. Even in hazardous environments such as nuclear con-
human anatomy, humanoid robots are endowed with the poten- ~ tamination zones, epidemic areas, and extraterrestrial explora-
tial for humanlike flexibility [1-5], enabling them to perform  tion missions, humanoid robots can be deployed to perform
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complex tasks, effectively preventing humans from being exposed
to harmful substances [12-16]. However, as a highly integrated
and complex system, a humanoid robot relies on multiple sub-
systems, including perception enabled by sensors, well-optimized
mechanical design, material selection adapted to specific working
environments, and accurate as well as efficient motion control
algorithms [17-20]. Each of these aspects is essential for leverag-
ing robotic capabilities across various fields. Among them,
motion control stands at the core of humanoid capability, as it
directly governs the robot’s ability to achieve dynamic stability,
energy-efficient movement, and natural interaction with the
environment [21-23]. Understanding and improving motion
control not only determine a humanoid’s locomotion quality but
also serve as a foundation for the integration of perception, plan-
ning, and learning in embodied intelligence systems.

To achieve high-performance locomotion control in human-
oid robots, a variety of control paradigms have been explored,
including model-based and learning-based methods. Model-
based methods [9,24-28] provide reliable low-level joint regu-
lation and whole-body motion control by leveraging explicit
representations of robot dynamics. However, these approaches
typically require extensive model tuning and remain sensitive
to real-world uncertainties and computational constraints.
These challenges have spurred growing interest in learning-
based approaches [29], particularly deep reinforcement learn-
ing (DRL) [30], which offers a paradigm shift from handcrafted
control to autonomous policy optimization.

In recent years, DRL has emerged as a promising framework
for humanoid locomotion and whole-body control [31-34]. By
learning control policies from scratch through exploratory strate-
gies, DRL enables robots to acquire diverse motion skills effi-
ciently in simulated environments and potentially transfer robust
control policies to the real world. For example, Li et al. [32] intro-
duced a dual-history architecture that leverages both the long-
term and short-term input—output histories of the robot, achieving
strong performance across multiple locomotion skills. Rodriguez
and Behnke [35] introduced a curriculum-learning-based DRL
framework that enables a single policy to acquire omnidirectional
locomotion skills for humanoid robots. Haarnoja etal. [36]
employed distributed maximum a posteriori policy optimization
to train a policy in simulation, which was subsequently transferred
to the real miniature humanoid robot OP3, enabling it to achieve
robust and dynamic performance in a simplified one-versus-one
soccer game and to exhibit the capability of anticipating ball
movements. Baltes et al. [37] introduced a hierarchical reinforce-
ment learning (RL) algorithm based on the deep deterministic
policy gradient, enabling a dual-arm humanoid robot to autono-
mously type on arbitrary keyboards. These examples clearly dem-
onstrate that DRL can effectively enable humanoid robots to
acquire diverse skills such as playing a soccer game and typing on
arbitrary keyboards, thereby further illustrating its capacity to
learn different skills across different environments.

However, the performance and stability of DRL-based control
policies largely hinge on the design of the reward function, which
serves as the fundamental learning signal guiding policy optimi-
zation [38-42]. A well-designed reward function can accelerate
policy convergence, improve motion stability, and enhance overall
control efficiency. Designing such a reward function for human-
oid locomotion, however, is particularly challenging. Humanoid
robots possess high-dimensional, dynamically coupled structures
that require the coordinated regulation of upper-lower body
movements, hierarchical motor skills, and angular momentum
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[43]. These complexities make the reward landscape highly non-
convex and the exploration process unstable, often resulting in
inefficient learning or divergent behaviors [31,44,45]. Despite
extensive research, most existing reward functions remain hand-
crafted, relying heavily on expert knowledge and manual tuning.
Such manually engineered rewards are often task specific, prone
to suboptimal weighting between objectives, and highly sensitive
to hyperparameter choices, issues that severely limit the scalability
and generalization of DRL algorithms in complex control settings
[46-48]. To address the challenge of specifying meaningful
rewards, Zhang et al. [49] employed a hierarchical double deep
Q-network-based hierarchical path planning method that still
relies on carefully designed composite reward shaping to achieve
stable convergence. Similarly, in quadruped locomotion, FootStep
Reward was introduced to enable gait generation and transitions,
but this approach also required extensive reward engineering [50].

Although these studies mark progress in task-specific reward
formulation, researchers argue that automatically designing
reward functions can substantially facilitate the application of
DRL to humanoid robot control and improve the overall per-
formance of the control process [51]. Automating reward func-
tion design in DRL has been pursued through 2 major directions.
One relies on external information, either by reconstructing
rewards from expert demonstrations via inverse RL [52-54] or
by interactively refining rewards through human-in-the-loop
active reward learning [53,55,56]. Both approaches have shown
notable gains in robotic control tasks [56,57], yet each suffers
from practical limitations: inverse RL demands high-fidelity
expert trajectories [58], and active reward learning depends on
frequent human intervention—conditions that are rarely fea-
sible in real-world robot applications [59]. As a result, heavy
reliance on external supervision remains a key barrier to the
broader deployment of DRL in robotics [60]. An alternative line
of research moves away from external guidance and instead
derives reward signals directly from the agent’s own behavioral
patterns [61]. Within this category, intrinsic-motivation-based
methods constitute the dominant class [62], typically construct-
ing rewards from heuristic indicators or task-agnostic measures.
Despite extensive progress in automatic reward design, a general
and adaptive framework for automatic reward construction
remains a promising open problem [39,44,63,64].

Therefore, to address the challenge of reward function design
in humanoid locomotion control, this work proposes a novel
automatic reward learning framework grounded in a bilevel opti-
mization formulation. This approach casts reward learning as a
meta-learning problem, enabling the agent to jointly optimize
both the control policy and its underlying reward signal through
iterative interactions between 2 levels. At the lower level, a DRL
agent optimizes its locomotion policy within a partially observ-
able Markov decision process (POMDP), using reward signals
provided by the upper level. The policy is trained using policy
gradients based on partial observations, while the reward function
evaluates policy behavior using full-state information, implicitly
guiding the agent toward globally coherent motor strategies. At
the upper level, the reward function is learned via the proposed
meta-gradient algorithm that seeks to maximize the DRL agent’s
long-term performance. The 2 levels operate in an alternating
optimization scheme, wherein the reward function and policy are
refined in tandem. This results in a feedback loop: as the policy
evolves, the reward adapts to reinforce informative behavioral
features, effectively shaping the learning landscape. Through this
bilevel framework, the need for manual reward engineering is
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reduced, thereby enabling the autonomous learning of reward
structures that align with both task objectives and agent capabili-
ties. To validate the proposed framework, extensive experiments
are conducted in both the MuJoCo and Isaac Lab humanoid loco-
motion environments, comparing against manually designed
reward functions. Results show that the automatically learned
rewards consistently accelerate policy convergence and yield supe-
rior control performance. Furthermore, the policy trained in Isaac
Lab is successfully transferred to the real-world Unitree G1
humanoid robot via sim-to-real deployment, demonstrating
robust locomotion without further fine-tuning. In brief, this work
establishes a scalable and generalizable reward optimization para-
digm for humanoid control, laying the foundation for more
autonomous, adaptive, and interpretable DRL in real-world robot-
ics. By reducing reliance on manual heuristics and enhancing the
success rate of transferring control policies from simulation to the
real world, the proposed approach paves the way for the next
generation of embodied intelligence systems.

Framework overview

An overview of the proposed framework is illustrated in Fig. 1.
For the humanoid locomotion control task, we employ an auto-
matic reward learning method embedded within a DRL frame-
work (stage 1), followed by real-world deployment of the
learned agent on the humanoid robot Unitree G1 for experi-
mental validation (stage 2). In stage 1, we formulate a bilevel
optimization framework to enable automatic reward learning
during policy learning. At the upper level, a reward learning

Stage 1: Deep reinforcement learning framework with automatic reward

learning in humanoid locomotion control

mechanism adaptively constructs and optimizes the reward func-
tion. At the lower level, a DRL framework learns the locomotion
control policy in a simulated environment using the learned
reward function. An alternating optimization scheme coordinates
the 2 levels: the upper level evaluates and refines the reward func-
tion based on the agent’s performance, while the lower-level agent
updates its control policy using the newly generated rewards. This
iterative interaction continues until both the reward function and
the policy converge. In stage 2, the trained DRL agent is transferred
to the real-world Unitree G1 robot through sim-to-sim validation
and sim-to-real transfer. We first transfer the learned locomotion
control policy from the Isaac Lab simulator to the MuJoCo simula-
tion environments using a sim-to-sim approach for validation.
Subsequently, the policy is deployed to the real-world Unitree G1
humanoid robot via a sim-to-real method, and its performance is
evaluated across various terrains.

Results

In this section, we analyze the performance of the automatic
reward learning approach in both simulated and real-world
humanoid robot locomotion control tasks. Our framework, vali-
dated across simulated and real-world humanoid platforms, shows
an unprecedented ability to autonomously learn reward structures
that generalize across environments and embodiments. The result-
ing control policies exhibit remarkable stability, efficiency, and
adaptability, contributing to the advancement of learning-driven
motion control.

Stage 2: Deployment in Unitree G1
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Fig. 1. Overview of the proposed automatic reward learning framework for deep reinforcement learning (DRL) in humanoid locomotion control. In stage 1, an automatic reward
learning mechanism is designed based on a bilevel optimization framework. At the upper level, an adaptive reward function is discovered and optimized to guide the learning
process in the lower-level DRL module. A bilevel alternating optimization approach is employed to jointly refine the control policy and the reward function, thereby enhancing
policy efficiency and stability during simulation-based training. In stage 2, the trained DRL agent is deployed on a real-world humanoid robot (Unitree G1) through sim-to-sim
validation and sim-to-real transfer.
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Validation in continuous-control simulated robots
Challenging articulated robot locomotion for evaluating
generalizable reward learning

Mastering locomotion for articulated robots in continuous-
control settings remains a central challenge, due to the high
degrees of freedom, intricate joint coordination, and complex
contact dynamics required for stable movement. These environ-
ments demand DRL algorithms that are not only robust and
sample efficient but also capable of learning reward structures
that generalize across robots with varying morphologies and
motion objectives. Evaluating in such benchmarks provides a
rigorous test of a method’s scalability and effectiveness in real-
istic robot learning scenarios.

Comprehensive benchmarks on articulated

robot locomotion

To thoroughly assess our approach, we evaluate the proposed
automatic reward learning method on 4 representative MuJoCo
environments [65]: Reacher-v2, Hopper-v2, HalfCheetah-v2,
and Humanoid-v2. These environments span a broad spectrum
of articulated robot morphologies and control difficulties, each

requiring precise multijoint coordination for successful loco-
motion or manipulation. All experiments are conducted using
standardized policy architectures and hyperparameters, ensur-
ing fair and direct comparison between methods.

Consistent improvements with PPO and SAC

To demonstrate the robustness and generality of our automatic
reward learning approach, we compare it with baseline rewards
using both proximal policy optimization (PPO) and soft actor-
critic (SAC) algorithms. The baseline rewards include the original
reward functions from OpenAl Gym and 2 reward learning
methods, LIRBO [66] and SASR [67]. LIRBO reformulates intrin-
sic reward learning in RL as a bilevel optimization problem and
leverages self-tuning networks with conditional layer normaliza-
tion to adaptively learn intrinsic rewards. SASR realizes a self-
adaptive success-rate-based reward shaping framework that uses
kernel density estimation with random Fourier features to model
a Beta distribution over success rates, enabling an automatic
exploration—exploitation trade-off and improving sample effi-
ciency and stability in sparse-reward RL tasks. As shown in Fig.
2A and B, our method (orange) consistently accelerates learning
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Fig. 2. Performance comparison of DRL algorithms across 4 MuJoCo environments. (A) Learning curves for proximal policy optimization (PPO) agents with different reward
functions on Reacher-v2, Hopper-v2, HalfCheetah-v2, and Humanoid-v2 tasks. For each environment and algorithm, the average reward (y-axis) is plotted as a function of
training steps (x10%). The solid lines indicate the mean performance over 5 independent runs, while the shaded regions represent +1 standard deviation. (B) Learning curves
for soft actor-critic (SAC) agents across various tasks using different reward functions. (C) Average testing rewards and distribution (across seeds) for PPO and SAC agents
after training. Each violin plot shows the distribution of final rewards over 5 runs, with embedded white dots and error bars indicating the mean + standard deviation. Individual
experiment results are overlaid as semitransparent points. Orange indicates our method, blue indicates the original reward, green indicates LIRBO, and purple indicates SASR.
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and achieves higher episodic rewards than the other baseline
methods across all 4 tasks. For both PPO and SAC agents, the
reward curves exhibit faster convergence and higher final per-
formance, particularly in the more challenging locomotion tasks
such as HalfCheetah-v2 and Humanoid-v2. SASR and LIRBO
exhibit similar overall performance, but SASR attains better
results when paired with the PPO agent. Each curve reports the
mean and standard deviation across 5 independent runs.

Superior policy generalization and stability

To further assess the generalization ability of learned policies,
we evaluate trained agents over multiple seeds and environ-
ments. Figure 2C summarizes that our approach yields higher
average test-time rewards and reduced variance for both SAC-
and PPO-trained policies. This advantage is most evident in
high-dimensional tasks like Humanoid-v2, where our method
substantially outperforms the baseline in terms of both the
mean and consistency of policy performance.

Enhanced sample efficiency across diverse morphologies
Together, these results highlight the versatility and effectiveness
of our approach in learning reward functions that enable faster,
more stable, and more robust policy learning for articulated
robots. The consistent gains observed across environments and
algorithms underscore the potential of automatic reward learn-
ing in advancing DRL for complex robotic systems.

Scaling to full-body humanoid control in simulation
From articulated control to full-body humanoid locomotion
Extending from articulated MuJoCo robots to a full-body human-
oid introduces substantially greater complexity in dynamics, con-
trol coordination, and reward design. Unlike lower-dimensional
agents such as Hopper or HalfCheetah, a humanoid robot must
maintain whole-body balance, manage coupled joint dynamics,
and coordinate upper- and lower-limb motions under high-
dimensional control spaces. These challenges amplify the difficulty
of both policy optimization and reward shaping, making human-
oid control an ideal test bed for assessing the generality and
robustness of our automatic reward learning framework.

Experimental setup in Isaac lab

We evaluate the proposed method in NVIDIA Isaac Lab using
asimulated 29-degree-of-freedom (29-DOF) Unitree G1 human-
oid robot with 4,096 parallel environments. The simulation envi-
ronment, developed by Unitree Robotics, provides standardized
physical modeling and a baseline reward function for locomo-
tion. Our experiments adopt the same PPO-based policy archi-
tecture and hyperparameter settings as in MuJoCo to ensure fair
comparison and direct scalability assessment. Training is con-
ducted on flat terrain to focus on gait learning performance while
maintaining compatibility with subsequent real-world deploy-
ment. Isaac Lab, built upon PhysX and Isaac Sim, offers graphics-
processing-unit-accelerated parallel simulation and native DRL
integration, enabling large-scale training of complex humanoid
control tasks with high physical fidelity.

Superior performance of reward components during

policy learning

As shown in Fig. 3, the automatic reward learning method yield
more stable improvements in base height and orientation regu-
lation, stronger enforcement of joint safety limits, and smoother
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and more symmetric gait behaviors, across the 12 reward com-
ponents. Our method also achieves higher fidelity in vertical
velocity tracking. Overall, the comparison shows that the auto-
matic reward learning method provides more balanced and
coherent guidance across stability, safety, and locomotion
objectives than manually engineered rewards.

Stabilized gait performance in humanoid locomotion

To qualitatively evaluate the evolution of locomotion behaviors,
we analyze humanoid gait patterns learned in simulation using
visual observations at different training stages. Figures 4 and 5
present representative frames from PPO agents trained with the
handcrafted reward functions and the proposed automatic reward
learning method, respectively, captured at 500 iterations, 1,000
iterations, and the final converged policy. As shown in Figs. 4A
and 5A, at 500 iterations, both policies show limited locomotion
ability and the agents exhibit unstable or ineffective movement
patterns. However, by 1,000 iterations, a clear divergence emerges
in Figs. 4B and 5B that the baseline-trained PPO continues to
struggle with initiating stable forward motion and maintaining
balance, whereas our method yields a humanoid capable of execut-
ing forward stepping with coordinated posture and reduced insta-
bility. In the final training stage, our approach consistently produces
smooth, symmetric gait cycles with upright torso alignment, effec-
tive step alternation, and reduced lateral oscillation, as shown in
Fig. 5C. These visual results confirm that our framework acceler-
ates the emergence of meaningful locomotion skills, substantially
outperforming manually designed rewards in both learning speed
and gait stability. The policy trained via automatic reward learning
method not only converges faster but also exhibits more humanlike
and robust walking behaviors in the Isaac Lab simulator. Such
improvements lay a strong foundation for successful sim-to-real
transfer to the real Unitree G1 robot, where early gait stability is
crucial for safe and efficient real-world deployment.

Effect of the alignment coefficient

We study the effect of the regularization coefficient A by varying
its initial value in the Isaac Lab environment while keeping the
annealing schedule fixed. This coeflicient controls the align-
ment strength between the learned and prior rewards. As
shown in Table 1, different initial values of 4 have little effect
on the final performance, mainly influencing early-stage con-
vergence: larger values accelerate and stabilize early training,
while smaller values allow more exploration. Overall, the final
rewards are robust to 4, indicating that performance gains are
not sensitive to this hyperparameter.

Real-world deployment and terrain generalization

To assess the real-world effectiveness and generalizability of
our proposed automatic reward learning framework, we deploy
the learned policy onto the real-world Unitree G1 humanoid
robot through a sim-to-real method. The policy is trained
entirely in simulation using Isaac Lab, without any real-world
fine-tuning or human demonstrations.

Unitree G1 humanoid robot

Unitree G1 is a general-purpose humanoid robot developed by
Unitree Robotics, standing approximately 1.32 m tall and
weighing about 35 kg. Its structure is divided into an upper and
a lower body, providing a total of 29 DOFs. Each arm offers 7
DOFs, including the shoulder, upper arm, elbow, and wrist
joints, while each leg provides 6 DOFs, encompassing the hip
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Fig. 3. Performance comparison between manually designed reward functions and automatic reward learning method across 12 reward components governing humanoid
locomotion in Isaac Lab. The components span velocity-tracking accuracy, whole-body balance, motion smoothness, safety constraints, and gait stability, providing a fine-

grained characterization of how each reward formulation shapes policy behavior throughout learning.

(pitch, roll, and yaw), knee, and ankle joints. Unitree G1 has
been widely employed as a humanoid platform for research in
locomotion control [68,69].

Sim-to-sim transfer as an intermediate validation

Before directly transferring the policy to real-world robot, we
first perform a sim-to-sim validation to examine the cross-
platform transferability and structural stability of the learned
policy. Specifically, we migrate the policy from the Isaac Lab
simulator to the MuJoCo simulator, which has different con-
tact dynamics and physics engines. This intermediate valida-
tion enables us to isolate policy behavior from hardware noise
and assess gait robustness in a distinct simulated environ-
ment. As shown in Fig. 6, the policy, trained entirely with
automatic reward learning, exhibits smooth walking gaits,
preserved posture control, and consistent step alternation in
MuJoCo, suggesting strong cross-simulator generalization.
This sim-to-sim result further confirms that the learned
reward function encapsulates transferable locomotion priors,
independent of simulation-engine-specific dynamics.

Sim-to-real transfer

We used the Unitree G1 simulation environment developed by
Unitree Robotics, based on our custom G1 robot configuration
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and reward function design, and successfully migrated it to the
Isaac Lab platform, enabling support for 29-DOF control. This
procedure guarantees consistency between the state information
used during policy training and the sensory inputs available on
the physical platform, thereby promoting the learning of more
stable control policies. The resulting policies can subsequently
be deployed on the real-world Unitree G1 humanoid robot to
achieve robust and reliable operation.

Robust real-world locomotion on diverse terrains

We evaluate the learned control policy in 3 real-world envi-
ronments, namely, a flat rubber surface (Fig. 7A), a terrain
covered with randomly scattered garbage (Fig. 7B), and a ter-
rain cluttered with crawl pads (Fig. 7C). These terrains present
increasing levels of complexity and surface irregularity, offer-
ing a rigorous test for control robustness and adaptability.
Upon deployment, the policy demonstrates stable and sym-
metric gait patterns across all 3 real-world terrains. On flat
ground, the robot exhibits smooth forward walking with
minimal torso sway and consistent footfall timing. When tra-
versing terrain covered with scattered garbage or crawl pads,
the robot maintains balance, forward progression, and step-
ping regularity, despite encountering surface compliance,
contact variation, and mild disturbances.
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Fig. 4. Snapshots of the humanoid robot's gait, which is controlled by PPO trained with manually designed reward functions at different training stages. The robot struggles
with stability and coordination in early training stages, frequently exhibiting leaning, unbalanced posture, and falling. Only after extensive training does the policy begin to
demonstrate relatively upright walking behavior. Results illustrate the slow convergence and instability associated with handcrafted reward designs in high-degree-of-freedom
(high-DOF) humanoid locomotion tasks. (A) 500 iterations. (B) 1,000 iterations. (C) The final converged policy.

Fig. 5. Snapshots of the humanoid robot'’s gait, which is controlled by PPO trained with the proposed reward learning approach. (A) 500 iterations. (B) 1,000 iterations.
(C) The final converged policy.
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Table 1. Analysis of the alignment coefficient

Reward in
Method 1,000 steps Best reward
Our method with 4 =20 103.6 123.6
Our method with 2 =10 68.8 122.3
Our method with 1 =5 471 124.0

Fig. 6. Gait results from sim-to-sim experiments in the MuJoCo environment. Red,
purple, green, and blue arrows indicate the motion trajectories of the left arm,
right arm, left leg, and right leg, respectively. The locomotion trajectory shows a
contralateral coordination pattern, with left-leg elevation accompanied by right-arm
lift, consistent with human locomotion.

Quantitative evaluations

To evaluate energy efficiency, we use 2 physically meaningful sur-
rogate metrics: a torque-based energy metric and a mechanical
effort metric combining squared torques, velocities, and accel-
erations. Compared to the baseline, our method achieves
approximately a 12% reduction in energy consumption, as shown
in Table 2. For the success rate, in both Isaac Lab and real-world
experiments, success is defined as the humanoid robot traversing
the terrain without falling; under this criterion, our method
achieves 100% success in simulation and 90% in real-world trials,
with the remaining failures caused by hardware limitations rather
than the learned policy.

Notably, all testing terrains are unseen during training, and
the controller is deployed without any real-world fine-tuning,
highlighting the zero-shot generalization ability of the learned
policy. Throughout the trials, the robot remains upright and
stable, showing no signs of falling, foot dragging, or joint satu-
ration. These results confirm that the policies trained with
automatically learned rewards can reliably transfer from simu-
lation to the physical robot and maintain locomotion perfor-
mance under moderate real-world variation.

Discussion

This work introduces an automatic reward learning method for
real-world humanoid robot locomotion control based on DRL.
The proposed framework redefines how humanoid locomotion con-
trol reward functions can be learned rather than manually designed.
By formulating reward learning as a bilevel meta-optimization
problem, our approach enables a robot to autonomously infer what
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to optimize instead of being constrained by human-designed heu-
ristics. This shift from fixed reward specification to adaptive objec-
tive learning represents a conceptual step toward self-optimizing
robotic intelligence. Our experiments across both MuJoCo and
Isaac Lab demonstrate that automatic reward learning consistently
yields faster convergence, higher stability, and more natural gait
emergence compared with manually defined rewards. More
importantly, the framework generalizes across platforms, from
simulated joint-level control to full-body humanoid motion, indi-
cating that the reward learning method can adapt to different priors
and encapsulate transferable control priors that remain valid across
environments and embodiments. Beyond locomotion, the under-
lying principle of meta-learned reward structures offers a general
mechanism for transferring learning objectives across tasks, mor-
phologies, and embodiments. Because the proposed framework
optimizes reward learning rather than fixed policies, the learned
reward priors can serve as transferable behavioral abstractions,
allowing knowledge from one type of robot or motion task to accel-
erate learning in another. For example, reward functions distilled
from humanoid locomotion could provide meaningful inductive
biases for legged or multilimbed robots and even inform manipula-
tion or whole-body coordination tasks. This cross-domain general-
ity highlights that automatic reward learning can unify DRL
objectives across diverse robotic systems, moving toward a frame-
work where robots share and evolve common notions of success.
While the current study focuses on structured locomotion tasks,
these findings suggest a pathway toward self-evolving robotic intel-
ligence, in which robots continuously refine and exchange their
reward representations to adapt to novel tasks and embodiments
with minimal human intervention.

Future work will focus on improving scalability to complex
multiagent and high-dimensional systems by developing decen-
tralized reward optimization methods and incorporating struc-
tured or modular reward representations.

Methods

Problem formation

Partially observable Markov decision process

We formulate the humanoid control and decision-making pro-
cess as a constrained POMDP M,, = (S, O, A, P, R,, 7), where
S denotes the full state space of the environment, O represents
the partial observation space available to the agent, and A is the
discrete action set. The transition probability P(s'|s, ) defines
the underlying dynamics, and the discount factor y € (0, 1]regu-
lates the contribution of future rewards. The reward function
R, (s, a)is parameterized by w and depends on the fully observ-
able state—action pair, whereas the policy z4(alo), parameter-
ized by 0, relies only on partial observations. At each time step
t, the environment provides a partial observation o, ~ p(o,[s;),
the agent samples an action a, ~ 7, (a,|0, ), and the environ-
ment transitions to the nextstates,,; ~ P(s,,[s;,a, ), yielding
a reward signal r, =R, (s;,a, ). This formulation allows the
policy to operate under sensory uncertainty, while the reward
model exploits full-state information to encode task-level struc-
ture and environmental context.

Action space

The action vector a, € R?’ specifies the target positions of the
G1 humanoid robot’s 29 actuated joints, spanning the lower body
(hips, knees, and ankles), torso (waist yaw/roll/pitch), and upper
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Fig. 7. Snapshot of real motion. We transfer the trained policies from simulation to 3 real-world scenarios corresponding to the 3 terrain types. (A) Walking on a flat rubber
terrain from right to left. (B) Walking on a terrain covered with scattered garbage from left to right. (C) Walking on a terrain covered with crawl pads from right to left.

body (shoulders, elbows, and wrists). These target configurations ~ Observation space

are generated by the actor network and tracked by a proportional-  The policy observation vector o, € R% consists of 3 components:
derivative controller, which converts the desired positions into proprio
joint torques for precise and stable motion execution. 0= [Ct’ 0y R (1)
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Table 2. Estimating relative energy consumption through torque

Metrics Baseline Ours Reduction rate
Torque-based energy ~ 0.1102  0.0967 12.2%
Mechanical effort 0.1284 0.1123 12.5%

fmp "% e R% contains

proprioceptive signals (base angular velocity w, € R?, gravity

where ¢, € R is the gait command, o

g € R3, commanded velocity cv, € R joint positions 0‘; € R%,

and joint velocities 6} € R%), and a,_; € R? is the previous
action.

Full state

The full environmental state s,, accessible to the reward and
value functions, comprises all the policy observations plus
additional privileged information that the policy cannot access
directly. In our setup, this includes an egocentric elevation map
PPt € R1%X15 centered on the robot and sampled ona 0.1-m
grid, as well as all components of o,. Formally,

proprio _percept

s = [Ct’ot , 0, 1] (2)

The structure of POMDP enables the reward model and
the critic to leverage complete environmental information for
evaluation and learning, while the policy remains constrained
to partial observation, ensuring realistic decision-making
under uncertainty.

Prior reward

Traditionally, prior knowledge of robot dynamics and control
objectives is incorporated into the design of a handcrafted
reward function, typically expressed as a weighted sum of mul-
tiple terms,

Ri(s,a) = ; Wi (s, a), 3)

where each component r; encodes a specific control goal, such
as tracking commanded base velocities, maintaining body
stability, ensuring smooth and safe motion, and promoting
humanlike gait characteristics. The corresponding weights w;
are empirically tuned to balance tracking accuracy, safety, and
motion naturalness.

The prior reward serves only as a weak and generic initial-
ization that encodes basic physical and safety constraints,
while the final reward is adaptively refined and learned
through bilevel meta-optimization based on the agent’s own
interaction and performance. In the following section, we
introduce our automatic reward learning framework, which
replaces handcrafted reward design with a data-driven mecha-
nism that jointly optimizes the reward and policy through
bilevel learning.

Automatic reward learning
The autonomous reward learning process is formulated as a
bilevel optimization problem in which the policy and the
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reward function coevolve through iterative interactions. At
the lower level, the policy 74 is optimized within the POMDP
to maximize cumulative returns derived from the current
reward model R,. At the upper level, the reward function is
updated to enhance the long-term utility of the learned policy
while remaining grounded in the guidance provided by the
prior R'. In robotic control settings, it is often possible to con-
struct such a prior reward based on domain knowledge or
heuristic principles, reflecting intuitive notions of task success
or stability. However, these manually designed priors are typi-
cally imperfect and may fail to capture the nuanced trade-offs
required for optimal behavior. The goal of the autonomous
learning process is therefore to learning a reward function R,
that maximizes the long-term effectiveness of the policy—
while constraining the learned reward to deviate minimally
from the prior so as to preserve the reliability and interpret-
ability inherent in the existing knowledge. This coupling natu-
rally produces a feedback loop: as the policy improves its
control behavior, the reward function adapts to emphasize the
most informative aspects of the environment, further shaping
the policy’s learning trajectory. Through this iterative process,
the reward function becomes an emergent objective that
reflects both environmental dynamics and desired behavioral
semantics.

Lower-level policy optimization

Given the current reward function R, the lower-level objective
is to learn a policy that maximizes the expected discounted
return,

[se]
T O, 0)=E g mrys, M, l Z 'Ry (s> at)] G
t=0

The policy gradient theorem provides the corresponding
gradient of this objective:

V100, ) = E,,, [V(,logﬂg(alo) Qgi(o, a)], (5)

where Qge (0, a) represents the state-action value under partial
observability and y,,, denotes (0, a~ my, s~ M,,). The policy
is updated iteratively using gradient ascent [70],

0 =0+a- nglower(g, )

=0+a-E, [Vglogﬂg(aIO)Q;fZ(o, a)], ©

where a is the learning rate.

This lower-level optimization encourages the agent to
refine its decision-making based on the partial observations
available, while the reward function provides a full-state
evaluation that implicitly guides the policy toward globally
coherent behavior.

Upper-level reward optimization

Upper-level reward objective

At the upper level, the central objective is to learn a reward
function that enables the agent to learn effective and robust poli-
cies, while remaining consistent with available domain knowl-
edge. In robotic control tasks, it is often possible to design a prior
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reward function R based on physical intuition, heuristics, or
task-specific criteria. However, such priors are inevitably limited
and may overlook critical aspects of the behavior required for
optimal performance [71,72]. Thus, our framework seeks to
learn a new reward function R, that maximizes the expected
long-term return of the policy [73] while drawing on reliable
prior knowledge from R to guide and regularize the learning
process.

To formalize this, we define the upper-level objective as a
combination of 2 components,

TP 0, 0) =T (0, 0) = ATpen - 0, 0),  (7)

where J.hF" encourages the learned reward to support policies
that achieve high expected return under the prior reward and
J;eap penalizes deviations from the behavioral structure implied
by the prior reward. Specifically, J.*P" is given by the expected
cumulative return of the policy under the prior reward, while
J;eipe quantifies the difference in advantage structure between
the learned reward and the prior reward R'. The coefficient A > 0
balances the pursuit of novel, effective rewards with the preserva-
tion of essential prior knowledge.

The first term, Jor -, is defined as the expected cumulative
return of the policy under the prior reward function,

upper 0, ) =

Jcum n:QNMw [G;$] > (8)
where G*¢ : denotes the discounted sum of rewards collected by
followmg policy 7, in the environment governed by R'. This
component ensures that the learned reward remains anchored
to established domain knowledge and does not incentivize
degenerate behaviors.

The second term, Jpgf ", quantifies the degree to which the
advantage function induced by the learned reward deviates

from that of the prior reward,

Agi (s, a) -A;;’ (s, a)
T (6,0) =, 1_|A;Z(s,a)||||A;$(s,a))|+e’ ©)

where A;f_ (s, a) is the advantage computed with respect to the

prior reward R, A;" (s, a) is the advantage under the learned
reward, and e is a sthall constant for numerical stability. This
regularization constrains the optimization to favor reward
functions whose advantage structures remain close to those
prescribed by the prior, thus maintaining the reliability and

interpretability of the learned reward.

Gradient formulation

To optimize the upper-level objective with respect to the
reward parameters w, we compute the gradient of J"PP" (0, @)
as follows:

ijupper(e’ )=V, Clllllil};er(e w)—AV,J, plﬁper(a ). (10)

Next, we analyze the gradient of the cumulative return term
JAPPE at the updated policy parameters 8’ by applying Eq. (6).

The policy parameters 6 implicitly depend on the reward
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parameters @, as the policy is optimized under the guidance of
the current reward. Therefore, the gradient of the upper-level
objective with respect to  is

23 T r dﬁ'

VT (0=0',0) =L 7 (0 0) + 2 T (0 0) - S

(11)

The first term can be rewritten as
9 7 ologmy(o, a)

% C‘:-]li‘ll)er(el’ (D) = [Ey;’a QRﬁl (S> a) : T > (12)

where ! _ represents the state-action distribution under the
policy ﬂ'g/

Based on the definition of G, the optimization for

%@‘3‘,’5“(9’, ) can be defined as

/ al >
0 Tae (0", 0) =E,, | QY (s,a)'og7a+'(oa) - (13)

09, cum ’, Q

Hsa RY

Considering that changes in the reward affect the policy
parameters only indirectly through the policy update process,
rather than directly modifying the parameters themselves, we

can therefore assume that —Jc‘;fﬁge‘(e/ w) =0 and the term
’;i can be expressed as follows:

do’ ngi(s, 9 ologr (0, a)
—=a-E, . . (14)
dw sa ow 00

Under a finite action space, the policy is parameterized as a
normalized action-preference function. By exploiting the rela-
tionship between the value function V; %(s) and action-value

functions and the linearity of the expectation operator, the
summation and expectation collapse into a single expectation
over state—action pairs, yielding the following:

w). %

dw

=E, [QW V(,logzrg] ].[Eus,u[[v”’Q;'}] ~[V910g7r9]9]

e[l o))
(15)

Jupper (

0/ cum

where x; , is the feature vector of the state-action pair.
Therefore, we can obtain

v, (0, 0) =E,, [Q”"' (s.a)= V" (s)] E,, [% ( " (s,a)~ V! (s))].

(16)

By abbreviating the full and partial differentials, the gradient

of the cumulative return term Jihe " with respect to the reward
parameters @ can be expressed as

Vo Tem (0, w)= [E,,S,u [Va, [AZ(: (s,a) -A;i(s, a)] ] . (17)

. g
The gradient operator acts only on A R, (s, a).

The gradient of the penalty term with respect to the reward
parameters can be succinctly written as
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VT (0,0) =E, [vw d.y, (Agi (5@, A%(s, a))], (18)

where d (- ,-) denotes the cosine distance between the learned
and prior advantage functions.

In summary, the overall gradient for upper-level optimiza-
tion is obtained by combining the meta-gradient of the cumula-
tive return and the analytic gradient of the penalty regularization
term, which enables efficient joint optimization of the reward
parameters in accordance with both the long-term task return
and the prior-guided regularization.

Training procedure

Reward function architecture

In practice, the reward function R, is implemented as a neural
network model consisting of 3 main components: a state
encoder, an action encoder, and a forward network. The state
encoder transforms the full environmental state s, into a com-
pact latent representation z,, enabling the model to efficiently
process high-dimensional sensory input. Simultaneously, the
action encoder embeds the executed action g, into a lower-
dimensional latent vector z,, which facilitates flexible reward
modeling across diverse action spaces. The outputs of the state
and action encoders are concatenated and passed through a
feed-forward module F that predicts the scalar reward, such

that R, (s;»a;) = F( [z, z,] ) This architecture allows the reward
model to fully exploit the available environmental information,
capturing complex, context-dependent relationships that are
critical for adaptive control.

Policy architecture

We use a standard PPO actor-critic framework. The actor and
critic share the same network structure, consisting of 2 fully
connected hidden layers with 64 units each. Policy optimization
is performed using the clipped surrogate objective, with gen-
eralized advantage estimation for advantage computation.
Training is carried out using the Adam optimizer with a buffer
size of 2,048, a batch size of 64, and 10 optimization epochs per
update. The learning rate is set to 3 X 107, with a discount
factory,,, = 0.99, generalized advantage estimation parameter
Appo = 0.95, clipping parameter € = 0.2, an entropy coeflicient
of 0.01, and a value loss coefficient of 0.5. All network archi-
tectures and hyperparameters are kept fixed across experiments
to ensure reproducibility and fair comparison.

Alternating optimization procedure

The training process is organized as an alternating optimi-
zation routine, wherein the policy and reward models are
updated in turn. At each iteration, the agent interacts with the
environment to collect new trajectories & = {(ot,st,a,, rt)},
which are subsequently stored in a replay buffer for future
sampling. The policy parameters are updated using the gradi-
ent of the lower-level objective J'°"¢', promoting behavior
that is effective under the current reward function. Following
each policy update, the reward parameters w are optimized
using the upper-level objective J"PP¢', ensuring that the
learned reward continues to guide the policy toward task-
relevant and interpretable behaviors. This alternating scheme
is repeated until convergence, resulting in the coadaptation
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of both policy and reward networks. The pseudo-code of the
proposed algorithm is provided in Algorithm 1.

Algorithm 1 DRL with automatic reward learning

Input: Environment M, policy , prior reward function Rt
Output: The optimal policy 7*
1: Initialize the policy m with random weights 6
2: Initialize the reward function R with random weights wp
3: while policy are not optimal do
4: Initialize environment state s
5 while not terminal state do
6 Obtain the action distribution g from policy model 7y
7 Make a decision and perform an action a
8 Observe the next environment state s’
9 Calculate the reward r,, using the reward function R,
10: Update the policy model my with Eq.(6)
11: end while
12: Update the reward function R,, with Eq.(10)
13: end while

Monte Carlo estimation

Expectation terms appearing in the gradient-based updates for
both the policy and the reward models are estimated via Monte
Carlo sampling from the replay buffer. At each training step,
batches of state, action, observation, and reward tuples are
drawn to compute empirical estimates of returns, value func-
tions, and advantage functions. Baseline value subtraction is
applied to reduce the variance of gradient estimates, which is par-
ticularly important in partially observable and high-dimensional
environments. This approach ensures that the learning signal
remains robust and reliable throughout training and allows
efficient utilization of previously collected experience.

Annealing of the regularization coefficient

To ensure the stability and reliability of the learned reward
during the early stages of training, the alignment coefficient A
is initially set to a high value, which strongly emphasizes the
influence of prior knowledge. This regularization prevents the
learned reward function from deviating excessively and helps
anchor the optimization process around semantically meaning-
ful solutions defined by R'. As training progresses and the
policy acquires more experience, 4 is gradually decreased
according to a simulated annealing schedule. This reduction
relaxes the constraint imposed by the prior, allowing the reward
function to adapt more flexibly and capture the subtle, task-
specific nuances required for optimal performance in the given
environment. In this way, the learning process transitions
smoothly from a prior-driven regime to one in which autono-
mous reward learning predominates, promoting both stability
and adaptability throughout training.

Acknowledgments

The computation is completed in the HPC Platform of the
Huazhong University of Science and Technology.

Funding: This work was supported by the Scientific and Tech-
nological Innovation 2030-Major Project (No. 2021ZD0201300),
the National Natural Science Foundation of China (Nos.
U25A6013, 52188102, and 62373158), the State Key Laboratory
of Mechanical Transmission for Advanced Equipment (No.
SKLMT-MSKFKT-202317), and the Open Research Project
of the State Key Laboratory of Industrial Control Technology
(No. ICT2024B22).

12


https://doi.org/10.34133/research.1123

Research

Author contributions: R.L., JW,, Z.S., L.Z., and Y.J. concep-
tualized and initiated the study. R.L., ].W,, Y.J., and Y.P. managed
and processed the data. R.L.,].W,, Z.S., and R.C. performed the
analysis. R.L., L.Z., and H.D. provided computational resources.
RL,LZ.,DL,Y.S. and H.D. conducted the analysis. R.L., ] W,,
Z.S., Y], and Y.P. interpreted the analysis. All authors wrote
the draft and final manuscripts.

Competing interests: The authors declare that they have no
competing interests.

Data Availability

The data that support the findings of this study are generated
by the learning agent through its interaction with the MuJoCo
(https://mujoco.org/) and Isaac Lab simulation environments
(https://developer.nvidia.com/isaac/lab/) and with the publicly
available Unitree G1 robotic platform in the real-world experi-
ments (https://support.unitree.com/home/en/G1_developer/).
No static datasets are used in this work. Data access inquiries
can be directed to rzlu@hust.edu.cn.

References

1. Zhou C, Miao M-C, Chen X-R, Hu Y-F, Chang Q, Yan M-Y,
Kuai S-G. Human-behaviour-based social locomotion model
improves the humanization of social robots. Nat Mach Intell.
2022;4:1040-1052.

2. Jack RE. Teaching robots the art of human social synchrony.
Sci Robot. 2024;9(88):ead05755.

3. JiW,LuoR, SunY, Yang M, Liu Y, Chen H, Lin D, Su Z, Tao G,
Chen D. A networked intelligent elderly care model based on
nursing robots to achieve healthy aging. Research. 2025;8:0592.

4. Sun], Zhang S, DengJ, Li ], Zhou D, Wang D, Liu J, Chen W,
Liu Y. High-performance twisted nylon actuators for soft
robots. Research. 2025;8:0642.

5. Zhao S, Zhang L, Tan K, Zhang S, Ma B, Jing X, Zhou X,
Wang Y, Chen H. In situ pixel-scale magnetic programming
3-dimensional printing for multimode soft miniature robots
with multifunctions. Research. 2025;8:0734.

6. Wang Y, Chu H, Ma R, Bai X, Cheng L, Wang S, Tan M.
Learning-based discontinuous path following control for a
biomimetic underwater vehicle. Research. 2024;7:0299.

7. Radosavovic I, Xiao T, Zhang B, Darrell T, Malik J, Sreenath K.
Real-world humanoid locomotion with reinforcement
learning. Sci Robot. 2024;9(89):eadi9579.

8. Dalibard S, El Khoury A, Lamiraux E Nakhaei A, Taix M,
Laumond J-P. Dynamic walking and whole-body motion
planning for humanoid robots: An integrated approach. Int |
Robot Res. 2013;32(9-10):1089-1103.

9. Meduri A, Shah P, Viereck ], Khadiv M, Havoutis I, Righetti L.
BiConMP: A nonlinear model predictive control framework
for whole body motion planning. IEEE Trans Robot.
2023;39(2):905-922.

10. Barreiros JA, Onol AO, Zhang M, Creasey S, Goncalves A,
Beaulieu A, Bhat A, Tsui KM, Alspach A. Learning contact-
rich whole-body manipulation with example-guided
reinforcement learning. Sci Robot. 2025;10(105):eads6790.

11. Jeon S, Jung M, Choi S, Kim B, Hwangbo J. Learning whole-
body manipulation for quadrupedal robot. IEEE Robot Autom
Lett. 2023;9(1):699-706.

12. Yang S, Wang C, Zhang Y, Yin Y, Huang Y, Li SE, Chen H.
Quantitative representation of autonomous driving scenario

Lu et al. 2026 | https://doi.org/10.34133/research.1123

13.

14.

15.

16.

17.

18.

19.

20.

21.

22.

23.

24.

25.

26.

27.

28.

difficulty based on adversarial policy search. Research.
2025;8:0575.

Fu S, Dong S, Shen H, Chen Z, Ma G, Cai M, Huang C,

Peng Q, Bai C, Dong Y, et al. Multifunctional magnetic
catheter robot with triaxial force sensing capability for
minimally invasive surgery. Research. 2025;8:0681.

Yang GZ, Nelson BJ, Murphy RR, Choset H, Christensen H,
Collins SH, Dario P, Goldberg K, Tkuta K, Jacobstein N,

et al. Combating COVID-19—The role of robotics in
managing public health and infectious diseases. Sci Robot.
2020;5(40):eabb5589.

Chiou M, Epsimos G-T, Nikolaou G, Pappas P, Petousakis G,
Miihl S, Stolkin R. Robot-assisted nuclear disaster response:
Report and insights from a field exercise. Paper presented at:
2022 IEEE/RS] International Conference on Intelligent Robots
and Systems (IROS); 2022 Oct 23-27; Kyoto, Japan.

Radford NA, Strawser P, Hambuchen K, Mehling JS,
Verdeyen WK, Donnan AS, Holley ], Sanchez J, Nguyen V,
Bridgwater L, et al. Valkyrie: NASA's first bipedal humanoid
robot. J Field Robot. 2015;32(3):397-419.

Fan C, Yao L, Zhang ], Zhen Z, Wu X. Advanced reinforcement
learning and its connections with brain neuroscience.
Research. 2023;6:0064.

Roychoudhury A, Khorshidi S, Agrawal S, Bennewitz M.
Perception for humanoid robots. Curr Robot Rep. 2023;4:
127-140.

Grandia R, Jenelten F, Yang S, Farshidian E, Hutter M.
Perceptive locomotion through nonlinear model-predictive
control. IEEE Trans Robot. 2023;39(5):3402-3421.

Rozlivek J, Roncone A, Pattacini U, Hoffmann M.
HARMONIOUS—Human-like reactive motion control and
multimodal perception for humanoid robots. IEEE Trans
Robot. 2024;41:378-393.

Li G, Gomez R. Realizing full-body control of humanoid
robots. Nat Mach Intell. 2024;6:990-991.

He S-Y, Xiao J-W, Wang Y-W, Siano P. Coalitional game-based
energy transaction management of multienergy prosumers

in integrated energy community. IEEE Trans Industr Inform.
2025;1-11.

Yuan K, Sajid N, Friston K, Li Z. Hierarchical generative
modelling for autonomous robots. Nat Mach Intell.
2023;5:1402-1414.

Kajita S, Kanehiro F, Kaneko K, Fujiwara K, Harada K,

Yokoi K. Biped walking pattern generation by using preview
control of zero-moment point. Paper presented at: 2003 IEEE
International Conference on Robotics and Automation;

2003 Sep 14-19; Taipei, Taiwan.

Hirai K, Hirose M, Haikawa Y, Tanenaka T. The development
of Honda humanoid robot. Paper presented at: 1998 IEEE
International Conference on Robotics and Automation;

1998 May 20; Leuven, Belgium.

Saab L, Ramos OE, Keith F, Mansard N, Souéres P,

Fourquet J-Y. Dynamic whole-body motion generation under
rigid contacts and other unilateral constraints. IEEE Trans
Robot. 2013;29(2):346-362.

Kuindersma S, Permenter F, Tedrake R. An efficiently solvable
quadratic program for stabilizing dynamic locomotion. Paper
presented at: 2014 IEEE International Conference on Robotics
and Automation (ICRA); 2014 May 31-Jun 7; Hong Kong,
China.

Koenemann J, Del Prete A, Tassa Y, Todorov E, Stasse O,
Bennewitz M. Whole-body model-predictive control applied

13


https://mujoco.org/
https://developer.nvidia.com/isaac/lab/
https://support.unitree.com/home/en/G1_developer/
mailto:rzlu@hust.edu.cn

Research

29.

30.

31.

32.

33.

34.

35.

36.

37.

38.

39.

40.

41.

42,

43.

44.

to the HRP-2 humanoid. Paper presented at: 2015 IEEE/RS]
International Conference on Intelligent Robots and Systems
(IROS); 2015 Sep 28-Oct 2; Hamburg, Germany,.

Shao Z, Wang Q, Cao Y, Cai D, You Y, Lu R. A novel data-
driven LSTM-SAF model for power systems transient stability
assessment. IEEE Trans Industr Inform. 2024;20(7):9083-9097.
Lu R, Bai R, Huang Y, Li Y, Jiang ], Ding Y. Data-driven real-
time price-based demand response for industrial facilities
energy management. Appl Energy. 2021;283:Article 116291.
Hwangbo J, Lee ], Dosovitskiy A, Bellicoso D, Tsounis V,
Koltun V, Hutter M. Learning agile and dynamic motor skills
for legged robots. Sci Robot. 2019;4(26):eaau5872.

Li Z, Peng XB, Abbeel P, Levine S, Berseth G, Sreenath K.
Reinforcement learning for versatile, dynamic, and robust
bipedal locomotion control. Int ] Robot Res. 2025;44(5):
840-888.

Lu R, Shao Z, Ding Y, Chen R, Wu D, Su H, Yang T, Zhang F,
Wang J, Shi Y, et al. Discovery of the reward function for
embodied reinforcement learning agents. Nat Commun.
2025;16(1):11064.

Lu R, Wang X, Ding Y, Zhang H-T, Zhao F, Zhu L. Adaptive
optimal surrounding control of multiple unmanned surface
vessels via actor-critic reinforcement learning. IEEE Trans
Neural Netw Learn Syst. 2025;36(7):12173-12186.

Rodriguez D, Behnke S. DeepWalk: Omnidirectional bipedal
gait by deep reinforcement learning. Paper presented at: 2021
IEEE International Conference on Robotics and Automation
(ICRA); 2021 May 30-Jun 5; Xi’an, China.

Haarnoja T, Moran B, Lever G, Huang SH, Tirumala D,
Humplik J, Wulfmeier M, Tunyasuvunakool S, Siegel NY,
Hafner R, et al. Learning agile soccer skills for a bipedal
robot with deep reinforcement learning. Sci Robot.
2024;9(89):eadi8022.

Baltes J, Mandala H, Saeedvand S. A hierarchical deep
reinforcement learning algorithm for typing with a dual-arm
humanoid robot. Knowl Eng Rev. 2024;39:Article e7.

Lu R, Jiang Z, Wu H, Ding Y, Wang D, Zhang H-T. Reward
shaping-based actor—critic deep reinforcement learning for
residential energy management. IEEE Trans Industr Inform.
2023;19(3):2662-2673.

Van Seijen H, Fatemi M, Romoft ], Laroche R, Barnes T,
Tsang J. Hybrid reward architecture for reinforcement
learning. Adv Neural Inf Process Syst. 2017;30:5398-5408.
Christiano PF, Leike J, Brown TB, Martic M, Legg S,

Amodei D. Deep reinforcement learning from human
preferences. Adv Neural Inf Process Syst. 2017;30:4302-4310.
Lim ], Ha S, Choi J. Prediction of reward functions for deep
reinforcement learning via Gaussian process regression. IEEE/
ASME Trans Mechatron. 2020;25(4):1739-1746.

Lu R, Bai R, Luo Z, Jiang J, Sun M, Zhang H-T. Deep
reinforcement learning-based demand response for smart
facilities energy management. IEEE Trans Ind Electron.
2022;69(8):8554-8565.

Kuindersma S, Deits R, Fallon M, Valenzuela A, Dai H,
Permenter F, Koolen T, Marion P, Tedrake R. Optimization-
based locomotion planning, estimation, and control design for
the atlas humanoid robot. Auton Robot. 2016;40:429-455.

Ng AY, Harada D, Russell S. Policy invariance under reward
transformations: Theory and application to reward shaping.
In: Bratko I, Dzeroski S, editors. ICML *99: Proceedings of the
sixteenth international conference on machine learning.

San Francisco (CA): Morgan Kaufmann; 1999. Vol. 99. p. 278-287.

Lu et al. 2026 | https://doi.org/10.34133/research.1123

45.

46.

47.

48.

49.

50.

51.

52.

53.

54.

55.

56.

57.

58.

59.

60.

Peng XB, Berseth G, Yin K, Van De Panne M. DeepLoco:
Dynamic locomotion skills using hierarchical deep
reinforcement learning. ACM Trans Graph. 2017;36(4):1-13.
Booth S, Knox WB, Shah J, Niekum S, Stone P, Allievi A. The
perils of trial-and-error reward design: Misdesign through
overfitting and invalid task specifications. In: Williams B, Chen Y,
Neville ], editors. AAAI'23/IAAI'23/EAAI’23: Proceedings of
the thirty-seventh AAAI conference on artificial intelligence and
thirty-fifth conference on innovative applications of artificial
intelligence and thirteenth symposium on educational advances
in artificial intelligence. Washington (DC): AAAI Press; 2023.
Vol. 37.5. p. 5920-5929.

Knox WB, Allievi A, Banzhaf H, Schmitt F, Stone P.

Reward (mis)design for autonomous driving. Artif Intell.
2023;316:Article 103829.

Skalse ], Howe NHR, Krasheninnikov D, Krueger D. Defining
and characterizing reward gaming. Adv Neural Inf Proces Syst.
2022;35:9460-9471.

Zhang J, Qiao J, Huang K, Zhang M. An optimized hierarchical
path planning method based on deep reinforcement learning
for mobile robots. Expert Syst Appl. 2025;298:129736.

Sulpice L, Owaki D, Hayashibe M. Footstep reward for energy-
efficient quadruped gait generation and transition through
deep reinforcement learning. Adv Robot. 2025;39(1):71-78.
Navalpakkam V, Koch C, Rangel A, Perona P. Optimal reward
harvesting in complex perceptual environments. Proc Natl
Acad Sci USA. 2010;107(11):5232-5237.

Ng AY, Russell S. Algorithms for inverse reinforcement learning.
In: Langley P, editor. ICML ’00: Proceedings of the 17th
international conference on machine learning. San Francisco
(CA): Morgan Kaufmann; 2000. Vol. 1.2. p. 663-670.

Ouyang L, Wu J, Jiang X, Almeida D, Wainwright CL,
Mishkin P, Zhang C, Agarwal S, Slama K, Ray A, et al. Training
language models to follow instructions with human feedback.
Adv Neural Inf Proces Syst. 2022;35:27730-27744.
Balakrishnan S, Nguyen QP, Low BKH, Soh H. Efficient
exploration of reward functions in inverse reinforcement
learning via Bayesian optimization. Adv Neural Inf Proces Syst.
2020;33:4187-4198.

Daniel C, Viering M, Metz ], Kroemer O, Peters J. Active
reward learning. Paper presented at: Robotics: Science and
Systems X; 2014 Jul 12-16; Berkeley, CA.

Biyik E, Losey DP, Palan M, Landolfi NC, Shevchuk G,

Sadigh D. Learning reward functions from diverse sources of
human feedback: Optimally integrating demonstrations and
preferences. Int ] Robot Res. 2022;41(1):45-67.

Wang W, Li R, Chen Y, Diekel ZM, Jia Y. Facilitating human-
robot collaborative tasks by teaching learning-collaboration
from human demonstrations. IEEE Trans Autom Sci Eng.
2018;16:640-653.

Chen L, Paleja R, Gombolay M. Learning from suboptimal
demonstration via self-supervised reward regression. Paper
presented at: 4th Conference on Robot Learning (CoRL 2020);
2020 Nov 16-18; Virtual.

Knox WB, Hatgis-Kessell S, Booth S, Niekum §, Stone P,
Allievi A. Models of human preference for learning

reward functions. arXiv. 2022. https://doi.org/10.48550/
arXiv.2206.02231

Knox WB, Hatgis-Kessell S, Adalgeirsson SO, Booth S,
Dragan A, Stone P, Niekum S. Learning optimal advantage
from preferences and mistaking it for reward. In: Wooldridge M,
Dy J, Natarajan S, editors. AAAI'24/IAAI'24/EAAL’24:

14


https://doi.org/10.34133/research.1123
https://doi.org/10.48550/arXiv.2206.02231
https://doi.org/10.48550/arXiv.2206.02231

Research

61.

62.

63.

64.

65.

66.

Proceedings of the thirty-eighth AAAI conference on artificial
intelligence and thirty-sixth conference on innovative
applications of artificial intelligence and fourteenth symposium
on educational advances in artificial intelligence. Washington
(DC): AAATI Press; 2024. Vol. 38.9. p. 10066-10073.

Devidze R, Kamalaruban P, Singla A. Exploration-guided
reward shaping for reinforcement learning under sparse
rewards. Adv Neural Inf Proces Syst. 2022;35:5829-5842.
Wang Y, Hu Y, Wu E, Chen Y. Automatic reward design via

learning motivation-consistent intrinsic rewards. arXiv. 2022.

https://doi.org/10.48550/arXiv.2207.14722

Zheng Z, Oh J, Singh S. On learning intrinsic rewards

for policy gradient methods. Adv Neural Inf Proces Syst.
2018;31:4649-4659.

Miranda VRE, Neto AA, Freitas GM, Mozelli LA.
Generalization in deep reinforcement learning for robotic
navigation by reward shaping. IEEE Trans Ind Electron.
2024;71(6):6013-6020.

Todorov E, Erez T, Tassa Y. MuJoCo: A physics engine for
model-based control. Paper presented at: 2012 IEEE/RS]
International Conference on Intelligent Robots and Systems;
2012 Oct 7-12; Vilamoura-Algarve, Portugal.

Stadie B, Zhang L, Ba ]. Learning intrinsic rewards as a bi-
level optimization problem. In: Peters ], Sontag D, editors.
Proceedings of the 36th conference on uncertainty in artificial
intelligence. PMLR; 2020. p. 111-120.

Lu et al. 2026 | https://doi.org/10.34133/research.1123

67.

68.

69.

70.

71.

72.

73.

Ma H, Luo Z, Vo TV, Sima K, Leong T-Y. Highly efficient
self-adaptive reward shaping for reinforcement learning.
Paper presented at: The Thirteenth International Conference
on Learning Representations (ICLR 2025); 2025 Apr 24-28;
Singapore.

Zhang Y, Yuan Y, Gurunath P, Gupta I, Omidshafiei S,
Agha-mohammadi A, Vazquez-Chanlatte M, Pedersen L,

He T, Shi G. FALCON: Learning force-adaptive humanoid
loco-manipulation. arXiv. 2025. https://doi.org/10.48550/
arXiv.2505.06776

Sun W, Feng L, Cao B, Liu Y, Jin Y, Xie Z. ULC: A unified

and fine-grained controller for humanoid loco-manipulation.
arXiv. 2025. https://doi.org/10.48550/arXiv.2507.06905
Sutton RS, McAllester D, Singh S, Mansour Y. Policy

gradient methods for reinforcement learning with function
approximation. Adv Neural Inf Process Syst. 1999;12:1057-1063.
Biyik E, Huynh N, Kochenderfer MJ, Sadigh D. Active
preference-based Gaussian process regression for reward
learning and optimization. Int ] Robot Res. 2024;43(5):665-684.
Han L, Zhu Q, Sheng J, Zhang C, Li T, Zhang Y, Zhang H, Liu Y,
Zhou C, Zhao R, et al. Lifelike agility and play in quadrupedal
robots using reinforcement learning and generative pre-trained
models. Nat Mach Intell. 2024;6:787-798.

Meng Y, Bing Z, Yao X, Chen K, Huang K, Gao Y, Sun Knoll A.
Preserving and combining knowledge in robotic lifelong
reinforcement learning. Nat Mach Intell. 2025;7:256-269.

15


https://doi.org/10.48550/arXiv.2207.14722
https://doi.org/10.48550/arXiv.2505.06776
https://doi.org/10.48550/arXiv.2505.06776
https://doi.org/10.48550/arXiv.2507.06905

	Deep Reinforcement Learning for Real-World Humanoid Robot Locomotion Control with Automatic Reward Learning
	Introduction
	Framework overview

	Results
	Validation in continuous-control simulated robots
	Challenging articulated robot locomotion for evaluating generalizable reward learning
	Comprehensive benchmarks on articulated robot locomotion
	Consistent improvements with PPO and SAC
	Superior policy generalization and stability
	Enhanced sample efficiency across diverse morphologies

	Scaling to full-body humanoid control in simulation
	From articulated control to full-body humanoid locomotion
	Experimental setup in Isaac lab
	Superior performance of reward components during policy learning
	Stabilized gait performance in humanoid locomotion
	Effect of the alignment coefficient

	Real-world deployment and terrain generalization
	Unitree G1 humanoid robot
	Sim-to-sim transfer as an intermediate validation
	Sim-to-real transfer
	Robust real-world locomotion on diverse terrains
	Quantitative evaluations


	Discussion
	Methods
	Problem formation
	Partially observable Markov decision process
	Action space
	Observation space
	Full state
	Prior reward

	Automatic reward learning
	Lower-level policy optimization
	Upper-level reward optimization
	Upper-level reward objective
	Gradient formulation

	Training procedure
	Reward function architecture
	Policy architecture
	Alternating optimization procedure
	Monte Carlo estimation
	Annealing of the regularization coefficient


	Acknowledgments
	Data Availability
	References


